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Abstract

The project presented in this paper has been developed for
an advanced undergraduate computer architecture course
specifically aimed at non-engineering students. The project
is intended to develop understanding of issues in modern
computer architecture through empirical testing and
experimentation, using sophisticated execution time
simulation and industry standard benchmark programs. The
students are lead through the functional design process of a
superscalar pipelined processor step by step, in a series of
carefully structured experiments. The experiments either
provide direct support for the design decisions, or make
students explore a specific concept. The main goa of the
project is to give students a true insight into the current
technology and the driving forces behind modern computer
architecture, without the burden of engineering and
implementation details.
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1 Introduction

In January 2000 the author was faced with a task of
developing a new course in computer architecture for the
third year students of computer science. The students
background included some knowledge of assembly
language programming, fundamentals of computer
organisation, and exposure to Unix operating system.

The only technical support the course was to receive was
access to the Alpha workstation laboratory with Compag
Tru64 operating system, no hardware laboratory of any
kind existed or was envisaged. The general objective of the

course was for students to gain understanding of the
computer organisation at the level of functional units, and
to gain appreciation of the architecture and organisation of
the modern high performance microprocessors, and their
design trade offs.

The theoretical content for the course was based on the
recommendations of the ACM [1], and its Australian
counterpart ACS [8]. The selection of the suitabl e textbook
presented no problem, as there was a number of excellent
texts available covering this material. The difficulty wasin
providing a series of practical exercises for the students,
which would:

Allow the students to explore the theoretical concepts
without burdening them with an overwhelming mass
of implementation detail.

Include experiments with advanced features of modern
processors like cache hierarchy, branch prediction
mechanisms, superscalar pipelined execution etc.

Constitute a continuous series of tasks, where the
earlier results influence the later decisions, as opposed
to a number of discreet tasks, which can be completed
independently.

Require scientific discipline, and systematic approach
to experimentation, data collection and analysis.

Demonstrate to students, who see themselves
predominantly as programmers, how the theoretical
knowledge in the course relates to their professional
field.

Expose students to realistic tools used in designing and
evaluating computer systems.

And, last but not least, be feasible within available
(very modest) means.

This started an investigation of available printed materials,
and a vast amount of publicly available Internet sites,
including the Computer Architecture Course Database at
the North Carolina State University [4]. This investigation
showed the following:



VHDL processor design language is used commonly
for computer engineering students. This approach was
not suitable in our case. The students simply do not
have the required background, and can see no relation
of the tool to their chosen career.

Hardware-based laboratories equipped with trainer
boards are hardly used any more, as they are not
suitable for experimentation with advanced processor
features like branch prediction, caching, superscalar
execution etc.

Simulation is used frequently, with more or less
realistic level of detail, mostly to run small student-
written programs to explore some isolated areas of
processor design.

"Pen and paper" exercises are also popular, used
mostly to evaluate numerically some specific features.

None of the available materials fully satisfied the
objectives of the new course, especialy in relation to
continuity of tasks, scientific experimentation and
empirical validation of results.

In general, empirical validation in computer science
research and practice is not sufficiently exposed in
undergraduate programs, not only computer architecture
programs. To quote [5]: “Many (most?) students of
computer science are not educated as scientists. They are
trained as programmers. This results in a situation (...)
where  many  practitioners  form  unstructured
phenomenological inferences instead of creating models,
forming hypotheses, and performing experiments to
validate (or invalidate) the hypotheses and models.”

Although few of the students are ever likely to work
actively as processor designers, most will be regularly
involved in assessing technical innovations in computers,
and in making purchase decisions at corporate level. The
laboratory project presented in this paper is designed to
prepare them to make these judgements wisdy, to
demonstrate to them how such judgements can be
substantiated, and to instil in them the appreciation of
traditional scientific methods and discipline.

3  Software tools

The idea for the project presented here originated from a
series of project assignments included in [2]. The
assignments used the SimpleScalar simulation tool set [3]
with a single SPEC95 [7] benchmark to illustrate the
concepts related to caching and branch prediction. We
realised that both software tools can be used in a whole
range of experiments, which will take full advantage of
their functionality both in terms of breadth and depth of the
experience offered to students.

The SimpleScalar simulation tool set consists of a range of
simulators. It begins with the fastest sim-fast simulator best
suited for execution of small programs, followed by a
number of functional simulators, sim-profile, sim-cheetah,
and sim-bpred, through to sim-outorder, a full feature

execution simulator, which gives control over most of the
aspects of design of asuperscalar pipelined processor. With
arange of simulation tools students learn to appreciate the
role of time in simulated environment, and the trade off
between time, and the amount and type of information
collected by simulation runs.

Instead of just a single benchmark, we decided to use the
whole SPEC95 benchmark suite. Using SPEC benchmarks
makes the project more redistic as they are widely
accepted in the industry, and are frequently quoted in
processor performance comparisons. In order to alow
students to run the required number of experiments in a
reasonable time, the inputs to SPEC benchmarks were
modified to ensure that no run exceeded 5 minutes of CPU
time. Admittedly this detracts from the realism of the
experiments, but we had to take into account the fact that
students do not have enough planning experience to avoid
repeated and unnecessary runs. We believe that even a 5-
minute run time for a benchmark constitutes sufficient
penalty for poor planning, if severa runs are needed to
perform the sufficient number of measurements.

3 Project description

The project extends over seven weeks with a 2-hour
supervised lab session every week, and constitutes 33% of
the total assessment for the subject. To help the majority of
students maintain the focus, and plan the work, the project
is divided into six tasks, corresponding to the supervised
lab sessions, with one additional session to allow students
to catch up on missed work.

The general aim of the project is to design a processor,
which provides best performance for two selected SPEC
benchmarks, one integer and one floating point. Using two
benchmarks with different profile of resource usage is
intended to make the design decisions more involved, and
to make students realise how important it is to compromise
wisely.

The following features of the processor are to be
determined by the students:

Cache configuration for level 1 and level 2 cache,
including the number of sets, associativity, block
size, split or unified organisation, and block
replacement policy, using sim-cheetah and sim-
cache simulators.

TLB configuration, including size, associativity
and virtual page size, using sim-cache simulator.

Branch prediction mechanism, from simple
“taken”/"not taken” predictors to two-level
adaptive correlating predictors, including the size
of branch predictor table BPT, and branch target
buffer BTB, using sim-bpred and sim-outorder
simulators.

The width of the pipeline, including instruction
fetch and decode, number of memory and register
file ports, the number of integer ALU's and FP



ALU’s etc., using sim-outorder simulator. (The
depth of the pipeline is fixed in the simulator, and
cannot be experimented with.)

The weekly tasks are further divided into two or three
experiments. Each experiment either determines a feature
of the processor, or alows the students to explore some
area of design in more detail. For example, before students
start experimenting with the width of the pipeline and the
number of functional units, they perform a simple
experiment comparing the speed of execution (in terms of
Cycles Per Instruction CPI) for in-order and out-of-order
execution using the same CPU configuration. This
experiment shows a dramatic improvement in performance,
which often surprises the students. The next step is to
experiment with the width of the pipeline stages, where the
speed-up of execution saturates after a few increases. This
observation is to encourage the students to consider the
limited nature of instruction level paralelism.

Typically students present the results of their experiments
in the form of graphs or tables. In addition each experiment
is accompanied by a number of questions which students
have to answer when they demonstrate the results of the
experiment. These questions are designed to focus students
attention on the relevant concepts featured in the
experiment.

4  Pedagogical goals

4.1 Learning outcomes

The main goa of the project is to reinforce the
understanding of the concepts in computer architecture and
organisation first explained in the lectures. Students often
accept the ideas presented to them without criticism, and
they need to be encouraged to explore them further. We
aim to achieve this by giving the students an opportunity to
explore these ideas by experimentation.

The depth of understanding the students achieve depends
very much on their personal attitude to learning. Better
students learn to appreciate the multitude of factors
involved in designing a processor, including the realisation
of the limits imposed by a simulation environment. They
can aso apply the knowledge gained in the project to
analyse criticaly the announcements from major
microprocessor manufacturers.

Many students, especially if they do not see the immediate
application of the knowledge presented to them, opt for a
shallow approach. Their goa is to fulfil the minimum
requirements to pass the subject. They believe that to
achieve this goal they need to find a single “right” answer
to every question. Thisisthe attitude we want to counteract
by presenting the students with a large exploration space
with a number of variables which are often dependent on
each other in non-trivial ways, and by demonstrating the
need for trade offs and compromises in the design. Where
appropriate the students are al so encouraged to consider the
implications of their decisions on other aspects of the

computer system design. For example when designing the
TLB for their processor, they are asked to consider al the
consequences of selecting a specific virtua page size,
which involves the knowledge of the theory of operating
systems, and the dynamic behaviour of programs.

4.2 Method of delivery

The students are presented with the concepts related to the
subject in weekly 2-hour lectures. Although the lectures
include specific examples, and occasionally students are
asked to solve simple problems, in general this is a passive
experience. Since for many students the lecture is the first
exposure to the knowledge, except for outstanding
individuals, it is unreasonable to expect that they will be
able to ask questions, or get involved in a discussion about
the subject material. This is the purpose of the tutorial
exercises, as opposed to the practical laboratory work,
where a number of problems is presented to the students,
and they solve them with the assistance of the tutor using a
whiteboard and marker.

This method of delivery has been considered, and rejected
for this subject. With the average shallow attitude to
learning, asuccessful tutorial, where all students participate
in discussing and solving problems, requires a very
experienced and talented teacher. Despite the best
intentions the “whiteboard and marker” method typically
ends up with the tutor answering the tutorial questions,
with some involvement from the best students, while the
majority at best copies the answers in their books. The
learning outcomes are not much different than for the
passive lecture attendance.

By presenting the students with specific tasks, which
require active involvement, like executing programs,
collating the output results, and analysing these results, we
intend to break the habits, which reinforce the passive
attitude in students. Most of the students' work is assessed
during the lab with the students presenting to the tutor their
results, and justifying their design decision. The purpose of
this individual contact is to make it impossible for the
student to remain an anonymous face in the sea of other
faces. It is aso an excellent way to give recognition to the
students who deserve it, to encourage those who lag
behind, and to reward good work.

In addition this method of assessment makes plagiarism
very difficult. In two deliveries of the subject involving
over 100 students no attempts at plagiaism were
discovered in the project presented in this paper.

4.3 Scientific discipline

Another goal we wanted to achieve is to enforce the habits
of traditional scientific discipline in students laboratory
work. Before performing the experiments students are
asked to analyse the issues, form a hypothesis, and then
perform a series of experiments to prove or disprove this
hypothesis. For example the cache miss ratio depends on a
number of parameters like the associativity, number of sets,



block size, block replacement policy. After a number of
initial mistakes students learn that unless they approach the
task systematically, and change no more than one or two
parameters between the runs, they have no means of
systematic analysis of the collected data.

The students form their hypotheses based on the theoretical
knowledge presented in the lecture, and these hypotheses
are true for awell balanced mix of programs. For example
the miss rate of cache is expected to decrease substantially
with initial increases in cache size, and then continue
decreasing at a slower rate until it reaches the level of
compulsory misses [6], as shown in figure 1.

Miss
rate

Compulsory misses

Cache size

Figure 1. Typical missrate graph

For individual benchmarksit is not necessarily always true,
and it is possible to observe a curve with two distinct
elbows, as shown in figure 2. In such case students would
be asked to investigate the memory usage patterns of the
benchmark program to find an explanation for this unusual
behaviour. Such occurrences additionally reinforce the
understanding that performance of any computer system
should be measured in terms of its actual workload, not just
any mix of programs.

Miss
rate

Compulsory misses

Cache size

Figure 2. Applu SPEC95 miss rate graph

Often the practical work students perform for computer
science subjects at the undergraduate level does not require
a large amount of planning which is necessary if the
students are to form hypotheses, and perform experiments
to prove or disprove these hypotheses. The programs
students run require negligible execution time, and there is
no penalty for repeating runs, when the results of the
previous run were lost or discarded, or when some
parameters where not specified correctly. The computers
are always available to run another program, in essence the
program results are ultimately disposable. This is quite
unlike atraditional science |aboratory where experimentsin
physics or chemistry are conducted.

In order to demonstrate to students the need for scientific
discipline in their laboratory experiments, we decided to
use SPEC benchmarks, which depending on the detail level
of the simulator, may take several minutes to complete the
run. On average the minimum of 5-10 runs are required to
collect sufficient body of measurements. This is about an
hour of real time. Students are made aware of this fact in
the introduction to the project.

Students are advised to plan their experiments carefully, to
maintain the simulator configuration files specifying the
input parameters, and the output files of the simulation
runs. Students are also instructed to maintain a workshop
book (hard copy or electronic), where they keep arecord of
al the experimental runs, their notes and observations.
There is no direct assessment penalty for not maintaining
the workshop book, the penalty isin wasted time, and more
often than not, running out of time, and not being able to
produce sufficient number of measurements to justify
adequately the design decisions.

5 Conclusions and Future Work

The subject in its current form was delivered twice to over
100 students. Very few changes were made to the project
specifications after the first delivery. The first change was
to add a number of questions to each experiment to help
students understand which are the important issues, and
make them to consider the wider consequences of their
design decisions. The second change was to remove the
final experiment involving analysis of pipeline traces. At
the moment there is no software tool to provide a dynamic,
graphical representation of the events in the pipeline, and
most of the students were lost when presented with a vast
amount of textual information. To make the amount of
effort in the project comparable, in the second delivery
students were required to write a report summarising their
workshop experience with the focus on a single benchmark.

In general we believe that we have achieved our goals. The
students responded well to the project, although at first
many were overwhelmed with its requirements. The level
of interest in the subject has improved noticeably, and it
was evident that a number of students will pursue this
interest further in their professional life. Those students
who were prepared to put enough hard work into the
project found it a satisfying and enlightening experience.



The project can be improved in two different areas. First a
better use can be made of the existing software tools, and
secondly the tools themselves can be improved. To make
the project more realistic some kind of cost related limits
could be put in place, which would make the design trade-
offs more complex. Another way would be to put an upper
bound on the size of the processor, either in terms of die
area, or total transistor number.

The SimpleScalar tool set proved to be robust and versatile.
A variety of small improvements would make it even better
suited to our requirements. One example, which we have
already mentioned, is avisual representation of the pipeline
trace. Another is the ability to exclude some processor
features, like caching, TLB or branch prediction, so that
students could measure the worst case scenarios and gain a
better appreciation of the gainsin performance provided by
these features.
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